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a b s t r a c t
A virtual audio system needs to track both the translation and rotation of an observer to simulate a realistic sound environment. Current existing virtual audio systems either do not fully account for rotation or
require the user to carry a controller at all times. This paper presents a three-dimensional (3D) virtual
audio system with a head tracking unit that fully accounts for both translation and rotation of a user
without the need of a controller. The system consists of four infrared light-emitting diodes on the user’s
headset together with a Wii-remote to track their movement through a graphical user interface. The system was tested with a simulation that used a pinhole camera model to map the 3D-coordinates of each
diode onto the two-dimensional (2D) camera plane. This simulation of 3D head movement yields 2D
coordinate data that were put into the tracking algorithm and to reproduced the 3D motion. The results
from a prototype system, assembled to track the 3D movements of a rigid object were also consistent
with the simulation results. The tracking system has been integrated into an Ericsson 3D-audio system
and its effectiveness has been verified in a headtracked virtual 3D-audio system with real-time animating
graphical outputs.
Ó 2015 Elsevier B.V. All rights reserved.

1. Introduction
The human auditory system plays a major role in our threedimensional (3D) spatial awareness and in extracting information
from our environment. It is through hearing that we localize sound
sources and identify and follow the movement of such sources
around us. Human sound perception is based on binaural hearing,
which results in the same sound reaching each ear at a slightly different time and with different intensity. The first phenomenon is
called the interaural time difference (ITD) and the second the interaural intensity difference (IID). Further, sound waves interact with
the torso, head, and especially the external ear or pinna, becoming
further altered before reaching the eardrums. These interactions
modify the frequency content of the signals by reinforcing some
frequencies and attenuating others depending on the sound’s
direction of arrival. Therefore, the frequency spectrum reaching
one ear will be slightly different from that reaching the other.
The brain uses the IID, ITD, and spectral difference (spatial cues)
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between signals received by the ears to determine the location of
the source [1,2].
Virtual 3D audio technologies use specialized filters known as
head-related (HR) filters to render sound. Because HR filters
contain all the information needed to locate a sound source, they
can artificially spatialize sounds if the appropriate HR filters are
known, a process known as binaural synthesis. HR filters are
unique for every position and angle of incidence and are usually
measured for sound sources in many locations relative to the head
to obtain a database of hundreds of HR filters. Using HR filtering of
the source signal, a virtual audio system can simulate 3D wave
propagation that triggers the spatial hearing of the listener. As
shown in Fig. 1, the listener experiences a 3D audio environment
when listening to a generated sound signal, which is different from
the 3D environment in which he or she actually exists in.
A major problem for virtual 3D audio systems is head movement [1,2]. This changes the direction of arrival (DOA), and hence
the path of each sound wave to each eardrum, thereby changing
the spatial information the brain needs to correctly locate the
source. Therefore, to have a realistic virtual 3D audio system, head
movements have to be tracked. When the listener’s orientation is
not tracked, the simulated 3D audio space moves with the head
movements of the listener, which is not realistic. A dynamic virtual
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Fig. 1. 3D audio system using binaural synthesis.

3D audio system in which the user’s movement alters the sound
environment requires the following:
1. Head tracking (HT) with six DOFs to account for both position
and orientation.
2. Fast processing of the tracking algorithm to make changes in
virtual sound properly correspond with changes in the listener’s
position and orientation. Ideally the brain should not detect any
delay between change in position/orientation and change in
sound properties.
3. Accuracy in detecting events, specifically the type of event. For
example, an upward–downward translation should not be
reported as a rotation around the y or x axis (Fig. 2).
Visual HT systems can be categorized into two classes: markerfree systems and marker-based systems. Marker-free systems only
exploit optical sensors to measure movements of the human head.
They acquire the information directly from the recorded images
without trying to build a 3D representation of the user’s head.
Building such systems usually involves tracking of facial features

Fig. 2. Axis rotations (pitch, yaw and roll) and translation specified by a translation
vector [tx, ty, tz]T in a HT system.

that are non-rigid and subject to various articulation and deformation due to muscle contraction and relaxation and usually results
in movements in high degrees of freedoms (DOFs). These models
are also known as appearance-based methods and are classified
in 2D or 3D tracking methods [3–5]. On the other hand, markerbased systems apply identifiers which are placed upon the human
head to capture movements. These systems build up a 3D model
that represents human head and then try to estimate the 3 parameters that define the translation and 3 parameters that define the
rotation with respect to reference coordinate system shown in
Fig. 2. This results in tracking systems with 3-Degrees-OfFreedoms (3DOF) or 6DOF in which the latter is considered as
the most complete representation of a rigid object in threedimensional space. The marker-based systems are referred to as
model-based systems [4–6].
Some 2D and 3D approaches have been developed for estimating head orientation. The 2D approaches [3] compare each new
head image with a set of reference templates and then use the
closest-matching template as the head pose. The advantages and
disadvantages of such systems are discussed in [7]. Lee [8] has
developed a 3D HT system that produces view-dependent images.
This system uses a head-mounted sensor bar with a Nintendo Wii
remote (WiimoteTM) at the base of the display. It assumes that the
observer is always looking into the middle of the screen, and does
not account for head rotation. Kreylos’ system [9] uses a direct
rigid-body transformation to yield an approximate solution to
the orientation problem, but that system requires the user to carry
a controller and uses the controller’s inertial data to achieve 6DOF
tracking. Other devices that track all the DOFs similarly require the
user to carry or wear a controller, which is inconvenient, cumbersome, and difficult to implement at home [10].
Wiimote is used in several other applications such as automated assembly simulation, head position tracking for gaze point
estimation, home assessment of Parkinson’s disease and as a tracking system for braille readers, etc. In [11] a low cost and simple
location management system using the Wii remote controller
and infrared LEDs is proposed in which a Wiimote controller is
placed on a mobile robot pointing upward toward a number of IR
LEDs placed on the ceiling. In [12] a Wiimote-based motion capture system is developed for automated assembly simulation. In
[13] a pair of Nintendo Wiimote imaging sensors is used to create
a stereo camera for 6DOF position tracking of the headset for eye
gaze estimation. Application of the Nintendo sensor-rich data for
building of a home-based assessment of Parkinson’s disease (PD),
known as WiiPD is presented in [14]. Another example is shown
in [15] where a Wiimote and a refreshable braille display are used
to build a cheap an easy-to-use finger tracking system for studying
braille reading. A low-cost high accuracy 3D tracker is implemented in [16] using the Wiimote to detect the pose of a target.
It applies the triangulation techniques to build the 3D location of
the markers. In Fig. 3, the main criteria for design of a Wii-Based
HT solution is presented. As can be seen, the problem of HT is an
optimization problem on several parameters. In general, one of
the main advantages of Wii-based HT systems is the low cost of
building such systems. The next important factor is the precision
of tracking which in the case of rigid objects can be performed with
a precision of 3DOF to maximum 6DOF. On the other hand, there is
a growing trend on using multiple Wii-motes to create a stereovision based system using triangulation technique which makes
it easier to bring 6DOF tracking into reality. The camera mode is
yet another determining factor in that the camera can be used in
two stationary or non-stationary modes for the task of HT.
This research aims to solve the virtual 3D HT simulation system
by developing a visual tracking system based on infrared positioning that updates the listener’s orientation vectors without the
cumbersome need of carrying a somewhat heavy Wii-remote
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Fig. 3. Design criteria of Wii-based HT systems.

controller. The system enables the DOAs for all sources to be
updated correctly and the appropriate HR filters to be used in the
3D audio system. This keeps the virtual sound sources fixed in
space from the perspective of the listener, which creates a realistic
3D audio space in a way that is convincing and comfortable. In
Table 1, a comparison of different papers that use the Nintendo
Wii-emote in integration with an application is presented. In each
row, the advantage of each system is labeled in bold. Ideally the
solution should have the following characteristics: (1) low cost,
(2) offers highest achievable precision, i.e. 6DOF of tracking (3)
uses less camera which leads to less complexity and cost of the
solution, (4) uses a stationary camera, in order that the user does
NOT need to carry a controller which is inconvenient, (5) uses
the IR illuminators in a convenient manner, and (6) applies the
tracking in integration with an application (e.g. VR application).
The main contribution of this work is that it offers a very lowcost and affordable HT solution with fairly accurate performance.
The proposed system uses only a single Wiimote (and four IR
illuminators) for the task of HT which compared to the works
[12,25,28,29] is less expensive, more precise (i.e. 6DOF tracking)
compared to the works [24–27,29,30,18,8], does NOT require the
user to carry the controller all the time as in [9] and applies the
tracking solution in integration with an application (e.g. in virtual

reality) as opposed to [25,17,27] where the authors do NOT show
the applicability of the proposed solution in integration with an
application. To date, the author knows of no virtual 3D simulation
system that is able to track head movements fully with minimal
burden to the observer.
The rest of paper is structured as follows: Section 2 presents
the theoretical methods and models. Then Section 3 details the
integration and algorithms adopted, while Section 4 reports the
system implementation and testing. Concluding remarks are given
in Section 5. For the benefit of the interested reader, the Appendix
gives a tutorial on using the prototype system.
2. Theoretical background
The following section provides a theoretical background to the
mathematical models in further details.
2.1. Motion capture
3D movement of a rigid object can be modeled with a reference
rigid object rotated and translated to give the transformed rigid
body. During a camera recording, the camera detects the transformed rigid body and projects its points on its image plane.

Table 1
Comparison of solutions that use the Nintendo Wii emote for a VR application.
No.

Paper

Cost

Precision

# of Cameras

Camera mode

IR Illuminators

Integration with an application

1
2
3
4
5
6
7
8
9
10
11

[12]
[4]
[25]
[26]
[17]
[27]
[28]
[29]
[30]
[9]
[8]

High
Low
High
Low
Low
Low
Mid
Mid
Low
Low
Low

6-DOF
1-DOF
3-DOF
2/3-DOF
6-DOF
2/3-DOF
6-DOF
3-DOF
1-DOF
6-DOF
2/3-DOF

8
1
2
1
1
1
4
4
1
1
1

Stationary
Stationary
Stationary
Stationary
Stationary
Stationary
Stationary
Stationary
Stationary
Moving
Stationary

2-IR LEDs set
1-IR LED
4-LEDs
2-LED
8-LEDs on a circlet
1-LEDs on a finger
4-IR LED + IR bacon
Not given
1-LED
4-IR LED + Accelerometer data
2-IR LED

Assembly simulation
Head tracking for use in MRI
No
VR
No
No
VR
Assessing surgical skills
Interactive picture navigating
Wiimote Input Device Flight Gear flight simulator
VR Display
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2.2. Camera model

2.4. Pose estimation method with the perspective n-point problem

As shown in Fig. 4 this work uses the classical pinhole camera
model. This model is a basic mathematical model that does not
consider all the optical effects present in an image. However, it is
sufficient for capturing motion in many image processing applications. The camera’s coordinate system is defined with the origin at
the focal point of the camera. The focal point is on the positive side
of the z-axis, which points toward the camera’s optical axis. The
focal length, f, is the distance from the focal point to the image
plane [19,20].
The relationship between the 3D point M = [X, Y, Z]T and its

Under a homogeneous representation that defines a 3D point
PR4 in the world coordinate system and its 2D mapped image

projection m ¼ ½x; yT is given by similar triangles:

x
f
X
¼
! x ¼ f
X Z
Z
y
f
Y
¼
! y ¼ f
Y Z
Z

ð1Þ

In real applications, the inverse problem is of interest, that is, to
obtain the coordinates of M from its image m. This problem is an
underdetermined problem in which Z stands as a free parameter
[17]:

x
f
y
Y ¼ Z
f

X ¼ Z

ð2Þ

2.3. Camera parameters
For a pinhole camera model, the mapping process depends on
the following parameters [21]:
1. The intrinsic camera matrix K R3 contains the internal parameters of the camera. These parameters define the optical,
geometric and digital characteristics of the viewing camera
such as focal length and lens properties [19,20]. They can be
approximated using camera calibration techniques and are
assumed to be known and constant during tracking.
2. The external parameters of the camera, ½RjtR34 , also known
as the camera pose, use a rotation R and translation t to relate
3D points in the world coordinate system to that in camera
coordinate system and allow transformation between the two.
These parameters determine positions of objects in 3D space
independent of the camera location. These parameters are not
known and must be determined through pose estimation
techniques.

qR3 , the motion-capturing process can be expressed in the compact form [21]:

q ¼ K ½RjtP

ð3Þ

Pose can be formulated as a minimization problem:

minkq  K½RjtPkp

ð4Þ

R;t

where the norm is an Lp-norm (p P 1). The process entails searching for the camera pose ½Rjt that best satisfies Eq. (4) under a known
calibration K. With a sufficient number of 2D image data, pose estimation algorithms can be classified roughly into two main classes
[21]:
1. Perspective n-point (PnP): This algorithm attempts to estimate
the parameters that define the solution space of all valid poses.
2. Direct rigid-body transformation (DRBT): This algorithm
attempts to directly estimate the camera pose.
From our experimental evaluations, we select a robust version
of the PnP method with n ¼ 4 (P4P) for final implementation.
The perspective n-point (PnP) problem is defined as follows: We
are given a set of 3D points fP i gni¼1 with coordinates ðX i ; Y i ; Z i Þ
known in some world coordinate system. Let the points be projected onto the image plane of the camera to give a set of 2D points
fqi gni¼1 with known coordinates ðxi ; yi Þ in the camera coordinate
system. It is desired to evaluate the unknown camera-point distances fr i gni¼1 as depicted in Fig. 5.
Each pair of correspondence P i ! qi & P j ! qj gives a constraint
on the unknown camera-point distances ri and rj according to the
law of cosines:
2

r2i þ r2j  r i r j cos hij ¼ dij

ð5Þ

where dij is the inter-point distance between the ith and jth points
known to us as one of the parameters of the reference model, and hij
is the 3D viewing angle subtended at the camera center by the ith
and jth points. The cosine of the viewing angle can be directly evaluated from the image plane data:

cos hij ¼

hqi ; qj i
jqi jjqj j

ð6Þ

Eq. (5) is quadratic with two unknowns. When three features
ðq1 ; q2 ; q3 Þ are available, the cosine relation is formulated for three
pairs: ðq1 ; q2 Þ ðq1 ; q3 Þ, and ðq2 ; q3 Þ, and the system of expanded equation will have three quadratic unknowns with three equations:

8
2
2
2
>
>
< r 1 þ r2  r1 r 2 cos h12 ¼ d12
2
r 21 þ r23  r1 r 3 cos h13 ¼ d13
>
>
: 2
2
r 2 þ r23  r2 r 3 cos h23 ¼ d23

ð7Þ

With four points available, the system of equations will become
over-determined. In general, projection from 3D to 2D space is a
nonlinear operation. The developed set of equations in perspective
n-point problem is a bilinear system that can be solved iteratively
by using an optimization algorithm. In the optimization algorithm,
2

we minimize the residual distance ðf i ðrÞ  djk Þ over the unknown
camera-point distance r:
n
X
2
f i ðrÞ ¼ r 2j þ r 2k  rj r k cos hjk ! min kf i ðrÞ  djk k2
r

Fig. 4. Pinhole camera model.

i¼1

ð8Þ
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Fig. 5. Projections of four reference points on the camera’s image plane; PnP method for n = 4, P4P.

The problem can be solved using Gauss–Newton or Levenberg–
Marquardt algorithms.

available points from the Wii-remote to recover pose with all six
DOFs.
3.1. Integration

3. Solution specifications and design
We integrate the HT system with the 3D virtual audio system
developed by Ericsson Research. This paper proposes a novel HT
system that uses Nintendo’s Wiimote controller as the main tracking device. The Wiimote has a built-in optical infrared (IR) camera
that can immediately determine the locations of four light sources
in a 2D image plane. Therefore, by mounting four IR diodes on the
listener’s headset, we can use the Wiimote to determine both the
position and orientation of the listener. In addition to IR tracking,
the Wiimote also incorporates a three-axis linear accelerometer
for motion sensing. However, the Wiimote-based HT system developed for this research is purely optical and is built by measuring
the (x, y) coordinates (2D data) from the IR camera and reconstructing the 3D model using pose estimation techniques. We use all four

With HT in place, the user’s head acts as an input and enables
the 3D audio system to generate discernible directional sounds
based on the movements of the four designated target points
attached to the listener’s headphone (Fig. 6). These four points
are monitored by a graphical user interface (GUI). In such a
dynamic virtual environment, sound sources, listener and scene
objects may all be moving, and the listener can naturally interact
with animated graphics.
The proposed solution will entail a listener wearing a headphone with a number of IR-LEDs mounted on it. The Wiimote
camera views the IR diodes and reports dots’ location on its image
plane to the computer via Bluetooth connection. The head-tracking
algorithm calculates the head pose from the image plane data. The
results are then reported to a 3D audio rendering engine for

Fig. 6. The architecture of the proposed HT solution.
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updating binaural signals and introducing the spatial 3D cues in
the final audio signal. The flowchart in Fig. 7 illustrates the different stages involved in developing the Wii-remote-based HT
system:
3.2. Constraints
The limitations of using the Wiimote are:
1. The maximum number of trackable markers is nmax ¼ 4: The
complexity of the system developed and the accuracy of the
tracking results of marker-based tracking systems depends on
the number of tracked sources.
2. The data are quantized.The camera uses interpolation to reach a
higher resolution. As a result, the raw data contain quantization
noise that can propagate through tracking equations and result
in spread and intensification of the tracking error in the
achieved result. This makes it very important to choose a HT
algorithm that is robust against the quantization noise.
The camera’s FOV in the horizontal plane is 22.5 m in each
direction and the maximum trackable distance with regular LEDs
is around 2 m. As a result, the operator’s 3D movements would
be constrained if only one camera is used for tracking.
3.3. Selecting pose estimation algorithm
The Wii camera reports and updates four pairs of coordinates
every 20 ms, and the 3D head pose has to be estimated accordingly.
The types of nonlinearities in the equations of the PnP method can
be solved fairly accurately and rapidly with standard iterative
methods, and thus it was selected as the core tracking engine
because of its good performance.

3.4. Design of the tracking algorithm
The complete information flow in the HT algorithm is
illustrated in Fig. 8. First, the listener or observer of the 3D audio
environment wears four visual on-body sensors. The sensors are
IR light emitting sources attached to the listener’s headphone or
eyeglasses. The moving target points (markers) are detected by
the camera. The camera can report a maximum of four 2D points
at each time. The data are neither ordered nor associated with
any of the points on the physical IR-plane. Therefore, the randomly
numbered data have to be reordered to correspond with each of
the points on the tracking IR plane. If one point is missing, it can
be recovered with a prediction method. If more than one point is
missing, it is not possible to estimate pose with six DOFs; only
three DOFs will be possible.
Once all markers are detected, tracking is achieved with the PnP
method with n = 4. A smoothing filter can be used to remove noise
from the computed data. The clean data are then decomposed into
the real position and orientation of the user’s head:
3.5. Feature registration
During the tracking, the camera detects the moving markers as
bright spots in its 2D image plane. These spots are projections from
3D space to 2D space as defined by the camera projection
equations. After the Bluetooth connection is established and the
controller and the computer are paired, during tracking the following information about each detected feature is reported:

ð i x y Þ i 2 ½0  3 x 2 ½0  1023 y 2 ½0  768

ð9Þ

where i is the label of the detected IR-LED and (x, y) are the 2D
Cartesian coordinates of the features on the camera image plane.
The LED labeling is done arbitrarily by the driver software Wiiuse,

Fig. 7. Different stages involved in designing the Wii-Remote-based head-tracking system.
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Fig. 8. Information flow in the proposed HT algorithm.

which maintains the same labeling format for as long as the four
points remain constantly within the camera’s field of vision. The
labeling format has to be changed to suit our own configuration.
This is because the priori saved distances. dij have to be matched
with the right distances in the PnP method so that the calculations
are valid.

model, we predict the fourth point and the algorithm can proceed.
Solving the P3P algorithm has some numerical constraints; therefore, it is suggested to avoid situations where a point is occluded
for a long period of time.

3.6. Point matching

The first step to evaluate the six pose parameters is to evaluate
the system of over-determined equations in Eq. (5). In this work
we select the Gauss–Newton algorithm to solve this set of nonlinear equations.
Given the distances di between the dots and calculated cosines
of the angles ci , the basic idea is to minimize the residual distances
on both sides of the expanded equation set (six equations with
n = 4). A starting value r0i is required to initialize the algorithm.
To improve the efficiency of the algorithm in terms of speed and
convergence, the converged iteration results are fed back into the
algorithm as the next initial values. Later we will present an analysis of the sensitivity of the computed location parameters to the
existence or lack of feedback.
According to the Gauss–Newton method, the Jacobean matrix
should be computed at each iteration. The Jacobian matrix here
is a 6  4 matrix and is used to solve a least-square problem. In
MATLAB, the backslash (n) operation finds the least-square solution to the system of over-determined (or under-determined)
equations using QR decomposition. The operation automatically
handles the rank deficiency problems. In C, however, we programmed the classical Schur algorithm to solve the least-square
problem. The algorithm converges in a few iterations.

Projected points can be matched to their representative 3D
points on the physical IR plane by using the shape of the infrared
pattern. The four LEDs mounted on the operator’s headphone form
a rectangular shape. When the camera is at rest i.e. relatively horizontal and orthogonal to the IR-plane, by reading and comparing
the x–y coordinates we can label the points. The labeling procedure
is done only once, at the beginning of the tracking, because the
updates are reported every 20 ms and it is assumed that in such
a short time similar points will remain close to each other (i.e.
two consecutive data packets appear identical). This fact could be
used to choose the smallest distance between point i in the update
k and all the other points in update k þ 1; the smallest distance
matches the corresponding point in group k + 1. This should be
done for all the other points in group k as Fig. 9 shows.
3.7. Feature recovery
Three points is the minimum required to describe the object
pose with six DOFs. Below that threshold, only three DOFs can be
calculated. Over that threshold, the excess of points can be used
to improve the accuracy of the evaluated tracking results. Although
our HT algorithm is designed to function with four inputs, it is possible to solve a reduced version of P4P and solve a P3P algorithm to
calculate pose data with six DOFs. Once P3P is solved, we recover
the three features in 3D space. By knowing our configuration

3.8. Solving the P4P problem

3.9. Smoothing filter
A smoothing filter is implemented to remove noise from the
computed data and detect possible outliers during the computations
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Fig. 9. Point matching at each update. We choose the smallest distance L1 < L2 < L3 < L4.

that may have resulted from the quantization noise introduced by
the camera. We use a median filter of size five as the smoothing filter to detect the outliers (high-frequency components) and replace
the value of a sample by the median of values in the neighborhood
of that sample. A median filter is a nonlinear filter used to perform
a high degree of noise reduction. The median filter is suitable
because it is not sensitive to the level of noise data.

The next step after computing the camera-point distances is to
calculate the 3D coordinates of the target points. The goal is to
match the 2D feature points qi ¼ ðxi ; yi Þ with the corresponding
3D target Pi ¼ ðX i ; Y i ; Z i Þ. This problem is illustrated in Fig. 10,
where f is the camera’s focal length and Vi is the vector representing the point directions originating from the camera center. The 2D
feature points lie in the direction of this vector, and thus the correspondence between 2D and 3D can be derived according to the following formulas:

xi ðpixelÞ
X i ðmmÞ ¼ qﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃ jri ðmmÞj
2
x2i þ y2i þ f

f ðpixelÞ
Z i ðmmÞ ¼ qﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃ jr i ðmmÞj
2
x2i þ y2i þ f

So far we have constructed the moving rigid body and acquired
its 3D coordinates Pi ¼ ½X i ; Y i ; Z i T . A reference model 3D rigid body
T

ref
ref
¼ ½X ref
Pref
i
i ; Y i ; Z i  is known and saved from the beginning. By
comparing these two data sets, we obtain R and T that rotate
T

ref
ref
and translate the reference model P ref
¼ ½X ref
i
i ; Y i ; Z i  to match

the recovered model Pi ¼ ½X i ; Y i ; Z i T :

3.10. 2D–3D mapping

yi ðpixelÞ
jri ðmmÞj
Y i ðmmÞ ¼ qﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃ
2
x2i þ y2i þ f

3.11. Estimate head pose

P ¼ RP ref þ T

ð11Þ

The problem of finding R and T is known as the absolute orientation
for i ¼ 1 : N related by:
problem. Given two point sets Pi and Pref
i

Pi ¼ RP ref
þ T þNi
|ﬄﬄﬄﬄﬄiﬄ{zﬄﬄﬄﬄﬄﬄ}

ð12Þ

P tr
i

where Ni the noise vector, find the R and T that minimize the
following least-square formulation:

R2 ¼

N
X
kPi  ðRP ref
i þ TÞk

ð13Þ

i¼1

ð10Þ

The solution can be acquired using an iterative or non-iterative
algorithm. We use a non-iterative algorithm based on singular
value decomposition (SVD) to solve the least-square problem.
The solution is obtained by decoupling rotation and translation
and solving for them individually in two steps.
b and T
b are the solutions to Eq. (14),
It is shown in [22] that if R
then P ¼ P tr where:

Fig. 10. 2D–3D mapping.
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P¼

N
1X
Pi
N i¼1

Pref ¼
Ptr ¼

1
N
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then Eq. (14) is equivalent to

N
X

Pref
i

R2 ¼
ð14Þ

i¼1

N
N
1X
1X
b ref þ Tb
Ptri ¼
ðRP ref
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Fig. 11. Simulation part 1: simulation of the camera capture (top), and graphical illustration of random walk and corresponding 3D-to-2D mapping for each random
movement (down).
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Fig. 12. Simulation part 2: evaluation of pose based on simulated capture data.

b that
The least-square problem should be solved to find the R
2
b
minimizes W in Eq. (17). Then T is found through:

b ref
Tb ¼ Ptr  RP

ð17Þ

4. Experimental results and evaluation
4.1. Simulation
We simulated a known rigid body (e.g. human head) centered at
the origin rotated and translated in arbitrary directions, giving a
transformed rigid body. Each pair of transformation parameters
ðRi ; T i Þ gives a set of projections on the camera image plane defined
by the camera projection equations in the pinhole camera model.
These are the raw data captured by the camera. We took the camera quantization effect into account to obtain a realistic model of
the camera capture. We applied a uniform quantization of level 8
to the raw data to model the quantization effect of the camera.
Quantization is the primary source of inaccuracy in the measurements, and it is important to determine its effect on measurement
results. As shown in Fig. 11, through this procedure, we can simulate the raw data and use our HT algorithm on simulated data.
Fig. 12 illustrate the process of estimating the angles and translations from the image plane data. The quantization function is a
level-8 uniform quantization that imitates the function of the camera in a simulated framework.
Fig. 13 shows the plots of estimated translations and angles. In
rows Fig. 13(a) and (c), the black curves show the real data used to
move the rigid body in space (phase 1 of the simulation) and the
blue curves show the estimated parameters from the image plane
data (phase 2 of the simulation). The green curves show the
estimated parameters when the smoothing filter is applied. The
bottom plots in rows (b) and (d) depict the error consisting of
the differences between phase 1 and 2 of the simulation.
As can be seen from plots in row (b) and (d), the error fluctuates
with small margin around zero which implies our proposed camera
model presented in Fig. 11 conforms to the Wiimote camera
behavior with great precision. The proposed algorithm shows a
robust performance in the presence of quantization noise and is
able to track the operator’s translation and rotation with low tracking error. On the other hand, by observing the tracking curves and
the corresponding error plots, it could be inferred that the tracking
error is relatively proportional to the absolute value of coordinates
and shows a deviation of less than 5% from the ideal result, which

is not a significant deviation. Fig. 13(e) and (f) compare the error of
the translation plots with level-1 and level-8 quantization. It
should be noted that the level of error significantly decreases with
level-1 quantization, which supports the hypothesis that inaccuracies are mostly related to quantization noise.
4.2. Evaluation based on real data
This section presents the physical implementation of the HT
system. We used four infrared light-emitting diodes (IR-LEDs) as
markers because the Wii camera functions with IR radiation and
receives maximum power at 940 mm. We used LEDs (OP165W
0.5 mW 940 nm 3.1 mm) with beam angles of about 45 deg, which
is relatively wide compared to conventional IR-LEDs. The LED is
commercially available and inexpensive. Wiiuse is a library written
in C (our HT software is also compiled as a library in C). The Wiiuse
library offers a clean and light API that is single-threaded and nonblocking. Wiiuse can connect to several Wiimotes. It supports
motion sensing, IR tracking and other features. Further, Wiiuse is
an open-source library that supports Windows and Linux.
The prototype HT system uses the headphones of the operator
and only requires the LEDs to be mounted on the headphone’s
frame without the need for additional devices like eyeglasses,
which only increase the complexity of the system. We used a
regular wireless headphone to include the infrared LEDs. The LEDs
were connected in parallel and powered by 1.2 V AA batteries. We
started building our LED pattern on a solderless border (‘‘IR beacon”).
The final unit had the LEDs mounted on the headphone. The IRbeacon has the following specifications:
1. It forms a rectangle with four diodes, each at one of its corners.
2. d is the distance vector that the algorithm would require in initializing the algorithm and is as follows:

d ¼ ½d12 ¼ 127 mm; d23 ¼ 127 mm;d34 ¼ 129 mm;d14
¼ 132 mm;d13 ¼ 27 mm; d24 ¼ 33 mm
3. The focal distance is approximated by f = 1328 [5]
The tracking trajectory is as follows:
1. The target rigid object was first moved to the left for a few mm
and back to the initial position.
2. It was then translated to the right for few mm and then translated back to its initial position.
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Fig. 13. (i) Top: Translation plots with level-8 quantization (the given path and estimated result) Bottom: The (translation) error plots. (ii) c: Rotation plots with level-8 quantization (the
given path and estimated result) d: The (rotation) error plots. (iii) Comparison of the errors of the translation plots with level-1 quantization (e) and level-8 quantization (f).
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Fig. 13 (continued)
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Fig. 13 (continued)
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Fig. 14. Translation and rotation plots of the entire rigid body.
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Fig. 15. Scatter plots for radius evaluation with (Block a) and without feedback (Block b) Divergence of the estimation caused by not meeting a non-coplanar arrangement
(Block c).
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Fig. 15 (continued)

3. Then the rigid object was rotated around its x-axis (the pitch
angle). The rotation was first done clockwise and then counterclockwise back to the original state.
4. A similar translation was performed in the z-direction in the
next stage.
The HT system detected the following movements:
1. Movement in the x-direction of about 80 mm in negative direction and back to the original position (from motion indices
(MIs) 250–1200)
2. Movement in the x-direction of about 80 mm in positive direction and back to the original position (from motion indices
1200–1900)
3. Rotation around the x-axis (pitch) first counterclockwise for a
maximum of 30 deg and back to its original position (MI
2100–2750) and then clockwise and back to the initial state
(MI 2750 to 3250)
4. Movement in the z-direction (toward the camera) of about
150 cm
By comparing the results of real captured data with the simulation results, we can observe how the estimations follow the ground
truths and respond to the head movement of the operator both in
translation and orientation. We performed similar experiments for
each of the pure rotations (pitch, roll and head) and translations (x,
y, and z) and the results did not disagree with what we expected
and were in agreement with the original trajectory. The results in
Fig. 14 show the proposed tracking algorithm’s applicability in real
time.
4.3. Sensitivity analysis
We also investigated the sensitivity of the solution to the
following:

1. The initial value of the tracking iterative algorithm.
2. The rigid-body configuration, more specifically the placement
of the IR-LEDs on the IR plane.
To have a realistic simulation, we performed a sensitivity
analysis in the presence of simulated noise. The tracking results
in each iteration are quite sensitive to the initial value of the
iterative solution with either the Levenberg–Marquardt or
Gauss–Newton method. We found that if the evaluated results
are not fed back into the algorithm as the next iteration initial
guess, the algorithm has a high chance of divergence. This
intuitively makes sense, because the result of tracking at two
consecutive frames are very close to each other, and if the last
iteration results are selected as the next iteration initial values,
we are guiding the iteration algorithm correctly. Fig. 15(a) and
(b) compares the difference in tracking results when the
feedback exists or does not exist.
Motivated by Kreylos [5], we performed another experiment to
determine whether the results are truly sensitive to the arrangement of the LEDs. The results of our experiments, indicated that
the four mounted LEDs must not be coplanar. If they do, the iterative algorithm may diverge. To prove this hypothesis, we made
several experiments with diodes forming coplanar or semicoplanar patterns, and the results were quite interesting as the
divergence was often noticeable. The explanation is that coplanarity of the diodes leads to a vanishing gradient, and makes
the system unstable. Fig. 15(c) shows an example of divergence
due to co-planarity. This phenomenon also explains why three
diodes are more susceptible to divergence, because three diodes
always form a plane.
With four diodes however, the co-planarity problem could be
alleviated by simply mounting one of the diodes higher than the
others (e.g. 3–4 cm above). Because of the camera’s limited FOV
of 45 deg and tracking distance of about 2 m, the algorithm may
get confused and lose the target if the IR-beacon remains outside
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the FOV of the camera for a significant time. Two possible solutions
are recommended to tackle this problem:
1. Mount the Wiimote device on special servomotors known as
Pan and Tilt servos to rotate the device so that the camera target
is always in the camera’s FOV.
2. With two cameras, stereovision techniques can be used to
extract 3D information. In this case, triangulation determines
the 3D pose of points using camera parameters. Using two
Wiimote controllers and a stereovision algorithm can also
remedy the camera’s limited FOV and improve the robustness
of the tracking algorithm.
Other sources of IR light, such as sunlight or incandescent light
bulbs can cause detection problems. To remedy this limitation, we
used fluorescent light, which emits little IR light. We are now able
to conduct real-time tracking with the prototype we developed,
which integrates the tracking algorithm and Wii device with
Ericsson’s 3D audio system. The Appendix gives a tutorial on using
this prototype.
5. Conclusion
This paper has demonstrated the theoretical basis, design and
implementation of a novel low-cost visual HT system for 3D spatial interaction in a virtual 3D audio environment based on the
Nintendo Wiimote. The proposed HT system can track the full
six DOFs of the operator (i.e. both translation and orientation)
and deliver the result to a virtual 3D audio system for binaural
rendering.
1. We have successfully developed a HT and integrated it into a 3D
audio system for synchronized visual and auditory cues. Our
merged auditory, visual and human interaction unit capture
and hold user’s attention and provide him or her with a strong
feeling of immersion. Such a system can be used in multimodal
applications including 3D games or 3D websites to facilitate user
interaction.
2. We used two novel methods to solve the tracking problem
(i.e. tracking with six DOFs using only four feature points).
The P4P method was selected for implementation in the HT
algorithm. During the evaluations, the algorithm was never
taken to the next stage until it had received a ‘‘Pass” score
from the previous stage. In particular, in the presence of
quantization noise, the algorithm was tested via simulation
(of a random walk), via sensitivity analysis, using real generated data and real time in integration with a virtual 3D audio
system. The algorithm has demonstrated a robust behavior
through various stages, and we have discovered its sensitivity
to a few parameters.
3. The camera functions at a rapid refresh rate of 100 Hz. Using the
Schur algorithm to solve the LS problem, convergence is accomplished in a few iterations.
4. The HT solution has been developed as a dynamic library in C. The
user can easily modify the configuration data in a .txt file. The
library takes the input information from the .txt file, evaluates
the head pose and delivers the results to a particular HT application. The solution is therefore programmed to work with any
desired configuration and can be easily coupled to other HT
applications. This allows its usage in a wide spectrum of audio/
video applications.
5. The proposed 6DOF HT system is a simple as no major image
processing algorithms are required and inexpensive as it only
requires a Wiimote.
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Appendix A. Tutorial on tracking with the virtual 3D audio
system
A.1. Software routines
The HT software has been compiled in C as it is fast and can be
used on most platforms and is easily accessible to other applications. Further, the Wii remote’s driver is also written in C, making
integration with the HT library easy and convenient. An external
function is linked to the HT library to access the functionalities
inside the library. This function contains an initialization function,
void InitPoseEst (), that initializes the library with the initial parameters required for head pose evaluation. This is normally done once
at the beginning of the program call and the values are used during
the tracking. The external function includes another function called
void GetPosePosOrient (), which is the main function responsible for
calculating the head pose. This function evaluates the position of
the rigid body as well as the front and up vector associated with
3D rigid-body movement. As soon as the new 2D data are available,
GetPosePosOrient () is called and then evaluates the output parameters and overrides the parameters in a data structure shared by
the 3D Audio Engine. The 3D Audio engine collects the new data
and updates the audio scenes associated with the listener’s location in 3D space.
Initialization is done by clicking the Play button in the GUI
(Fig. 18). This activates the WiiRemoteThread, which keeps polling the Wii remote at regular intervals, and initializes the
Wiiuse library. Then the configuration file is read by the library
that contains the information about camera focal length, distance between LEDs in the IR-beacon and initial radii. The
parameters are used to initialize the InitPoseEst () function. The
next call is to connect to the Wii remote. When the connection
is established, the HT application enables the IR tracking by setting the flag START IR_TRACKING, which is activated by pressing
the up arrow on the Wii remote. This causes the library to call
wiiuse_set_ir (), which in return activates the IR tracking. To get
the data from the Wiiuse library, we need a function to poll the
library regularly. This is implemented by placing the polling
function inside a while (1) loop which is activated/deactivated
by setting START_IR_TRACK/STOP_IR_TRACK flags. This keeps
polling the Wiiuse at regular intervals. The polling continues
for as long as the application runs as shown in Fig. 16.
The developed program is multithreaded in which each
thread performs certain tasks concurrently with the other
threads. These threads may share the same memory storage.
One of these threads is the WiiRemoteThread, which communicates with the Wii remote and collects the raw IR data from
the device every 20 ms. These raw data are then interpreted as
pose data, and the results are stored in a memory storage named
ListenerPose Data. ListenerPose Data are global variables shared by
two threads. To avoid the simultaneous use of common data,
mutual exclusion (Mutex) is used. Mutex acts like a LOCK to
the data memory and protects the data from being corrupted
because of issues such as mutual concurrent use, or from Thread
TimeOut. The key to the lock is only available to the threads
sharing the same memory storage, WiiRemoteThread and
SceneUpdateThread (Fig. 17).
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Fig. 16. Sequences of function calls for the HT application.

Fig. 17. Threads involved in the head-tracked 3D audio rendering engine.

A.2. Controls
Here is how to use the HT integrated with the 3D audio system
as tested in Ericsson’s laboratory. Nine buttons are located below
the main menu. The two leftmost are the play and stop buttons,
which start and stop the scene rendering. The three buttons
labeled 1, 2 and 3 can enable or disable the corresponding sound
source, but only when the manual scene has been chosen. For all
other scenes the number of sound sources is predefined. To
the right of the source buttons are a headphone button and

a loudspeaker button, which define the type of output device.
Headphones are chosen by default. The two rightmost buttons,
3D and Mono, can be used to toggle between mono and 3D audio
rendering. The GUI also shows three different views over the simulated scene: the horizontal plane, the frontal plane and the median plane. When the manual path is chosen for a sound source, the
position of the source can be changed by dragging the source with
the mouse. The position of the listener can be moved irrespective
of which scene has been chosen. At the bottom of the GUI, the
x; y and z positions of the sources and the listener are shown.
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Fig. 18. Virtual 3D audio scene configured in the circle mode. Two sources are moving along the x–y and x–z circles around the listener (left); with the HT system integrated,
both the listeners and the source can move freely in the 3D space (right).

For instance, in Fig. 18 left, source 1 is selected as a singing source
moving along the x—y circle while source 2 is an ambulance making a siren sound while moving along x—y. The listener is at the
center of the plane. The spatial audio scene for the listener is very
convincing, and as soon as the operator runs the system the listener
hears the scene moving around him circularly as it would be heard
in reality. Without an HT mechanism, the 3D audio system assumes
the listener to be fixed, and so does not change the binaural signals
in a way that corresponds to the listener’s movement. However, the
proposed system removes this restriction, and allows the listener to
move and rotate freely in 3D space (Fig. 18 right). Synchronized with
the user’s movement, the listener’s images translate and rotate in
different 2D planes in such a way that the movement corresponds
fully with the listener’s position and orientation in 3D space. The
movements produce changes in the audio signal sent to the
listener’s headphone, creating user-dependent 3D audio scenes.
Further details can be found in [23].
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